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Abstract 
Platform-as-a-Service (PaaS) systems offer customers a rich environment in which to build, deploy, 

and run applications. Today’s PaaS offerings are tailored mainly to the needs of web and mobile 

applications developers, and involve a fairly rigid stack of components and features. The vision of the 

H2020 5GPPP Phase 2 Next Generation Platform-as-a-Service (NGPaaS) project is to develop an 

integrated framework that enables “build-to-order” and customized PaaSes, tailored to the needs of 

a wide range of use cases and business scenarios. A diverse set of services and applications can be 

catered for in vertical Marketplaces such as Fixed Telco, Mobile (5G) and Internet-of-Things (IoT). This 

white paper introduces and outlines the key innovative characteristics of the NGPaaS concept, and 

explores the potential benefits and market opportunities that could arise for network operators.  

1. Introduction 
The H2020 5GPPP Phase 2 Next Generation Platform-as-a-Service (NGPaaS) project commenced in 

June 2017 and will complete in June 2019. Figure 1 illustrates the partners involved in this particular 

project, and demonstrates how collaborative endeavours of this nature comprise best-of-breed 

expertise from a range of industry sectors and academia. Consortium representation is spread across 

the Telecoms (fixed and mobile), Cloud, IT and SME/Start-up sectors, complemented by three 

academic institutes with diverse specialisations. 

 

Figure 1: NGPaaS Consortium Partners 

At a very high-level, some major objectives of NGPaaS are as follows [1]: 
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 To define the use cases and an architectural framework which clearly shows the interactions 

between the distinct operational layers and also explains the roles of NGPaaS stakeholders.  

 To define and develop the concept of “Dev-for-Operations”. In Cloud and IT industries, the 

concept of DevOps enables much closer co-operation between development and operational 

teams within the same organisation to streamline new product launches, system capabilities, 

problem fixes and patches, etc. For NGPaaS, “Dev-for-Operations” will enable DevOps 

practices to be extended across separate organisations. 

 To develop Telco-grade enhancements to PaaS platforms to meet the needs of a diverse range 

of use cases and business scenarios from Telco, Mobile, 5G and Internet-of-Things (IoT) 

industry sectors.  

 Develop the Telco-grade “build-to-order” PaaSes to support the business demands across key 

industry verticals. This will be demonstrated in a number of “Proof-of-Concept” (PoC) testbeds 

which will ultimately be integrated end-to-end by the time the project concludes. 

It is evident that to meet the objectives stated above, NGPaaS will address a number of technologies 

and capabilities which are “hot topics” in a fast-evolving and highly-innovative telecoms industry, e.g. 

Network Functions Virtualisation and Software-Defined Networking (NFV/SDN), 5G, Slicing, Cloud 

Native, Multi-Sided Platforms (MSP), Intent-based Networking and Machine Learning (ML) to name a 

few.  

In this white paper, after re-capping “state-of-the-art” technologies in Section 2, an overview of the 

unique characteristics of NGPaaS is provided in Section 3. Section 4 explains the new architecture and 

explores the business benefits and market opportunities that this new architectural paradigm could 

offer from a network operator’s perspective, discussed in the context of specific use case business 

scenarios. 

2. A Brief Re-Cap of IaaS and PaaS State-of-the-Art 
The provision of infrastructure resources to underpin cloud computing services can be done using 

either private or public offerings. In the case of private cloud, dedicated resources (compute, storage, 

etc) will be allocated exclusively for the organisation consuming those resources. The organisation 

may build their own data centre infrastructure for this purpose, or consume cloud compute services 

from a service provider. An example of a service provider’s cloud compute “Infrastructure-as-a-

Service” (IaaS) hosting capability is BT Cloud Compute [2].  

In contrast to IaaS based on private, dedicated compute resources, public cloud services are based on 

shared physical hardware which is owned and operated by a third-party provider. The primary benefits 

of the public cloud include the speed of deployment, and the ability to pay only for the server 

resources you use. Examples of well-known public cloud providers include Amazon Web Service (AWS) 

[3], Google Cloud [4] and Microsoft Azure [5]. Many large enterprises and corporations who are the 

customers of these products often need integrated “hybrid” solutions which interconnect traditional 

wide-area network (WAN) deployments - often based on Multi-Protocol Label Switching (MPLS) 

Virtual Private Network (VPN) technology – to cloud-based services which may be private, public or a 

mix of both types. BT Cloud Connect is an example of a product which interconnects traditional 

networks and cloud offerings in a seamless fashion [6]. 

Platform-as-a-Service (PaaS) goes beyond IaaS by offering an operating environment and certain 

ready-to-use applications which permits rapid development of new applications. Many of the public 

cloud providers already mentioned actually offer PaaS-type add-ons to the baseline IaaS services, such 
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as serverless computing [7] (allowing for the execution of code in the cloud in response to events), 

cloud storage [8], databases [9] (often including MySQL and NoSQL variants), load balancers [10], and 

CDNs (Content Delivery Networks) [11]. Between the major cloud providers, there is often little 

difference with the services they offer, meaning the choice boils down to the number of available 

datacentres, support offerings, hosting costs and other commercial decisions. A current limitation 

with public cloud PaaS environments (that will be addressed in the next section) is that it is not 

possible to create and customise a 'build-to-order' PaaS. 

Before detailing the unique characteristics of NGPaaS, it is worth highlighting that basic compute 

resources (i.e. x86 servers with networking and storage as available in most IaaS offerings) are not 

always suitable to host software instances of Telco-grade workloads, i.e. Virtualised Network 

Functions (VNFs), with their associated performance demands and Service Level Assurances (SLAs). 

This is where we can distinguish between “NFV Infrastructure” (NFVI) and vanilla “Cloud Compute”.  

Network operators who wish to deploy services based on VNFs will require NFVI which must meet 

certain performance criteria depending on the particular use cases. This compute infrastructure will 

be separately operated to its “Cloud Compute” infrastructure, although the geographical locations 

(Points of Presence) may overlap. There could easily be distinctions between “centralized” network 

functions and those that are better suited to edge compute scenarios, something that will be driven 

by the use cases as discussed later.  

3. From PaaS to NGPaaS 
As stated in the previous section, a major drawback with the public cloud PaaS environments is that it 

is not possible to create 'build-to-order' PaaSes. Put another way, the desired PaaS must match the 

often numerous, but sometimes limited offerings that the cloud providers have available. This can 

often mean that companies wanting to experiment with bleeding edge technologies will have to 

deploy their own PaaS solution to fill this gap. Some of the unique differentiating features proposed 

for a Next Generation Platform-as-a-Service, are now summarised; further expansion of these 

concepts can be found in Reference [12]. 

3.1 Platform of Platforms and Building to Order 
A crucial element of emerging software-defined 5G networks is that they must support a very diverse 

range of services and infrastructure types, some having extremely stringent targets of end-to-end 

latency approaching sub-millisecond, and others involving non-human end user equipment such as 

autonomous vehicles, IoT sensors, robots, etc. In the diverse and scattered telecom landscape, there 

is no “one-size-fits-all” solution to support the very wide range of 5G, Telco or IoT related services 

with one single PaaS. We propose a model of multiple specialized PaaS implementations, each 

targeted at selected virtualization technologies or infrastructure types (e.g. leveraging hardware 

acceleration, edge computing, etc). Moreover, each PaaS can be enhanced with unique features 

related to telemetry, high availability, auto-scaling or Software-Development Kit (SDK) toolsets.  

An architectural feature of NGPaaS will be to leverage microservices in order to maximise modularity 

and achieve the required flexibility needed to select and customise more freely the functionalities and 

technologies needed to support a certain business scenario [12]. Building to order involves the use of 

components that best match the target service requirements, in terms of business features, 

performance requirements, service-level agreements, and so on. Table 1 presents a summary of three 

broad categories of business scenario which are of particular interest to the NGPaaS consortium 

(Telco, 5G/Mobile and IoT), and shows particular compositions of properties for the IaaS and PaaS, 

which relate to distinct business-oriented use cases. 
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Broad 
Market 
Sector 

Telco  
(Fixed Access) 

5G  
(Mobile Access) 

IoT 

Business-
Oriented Use 

Cases 

Enterprise 
VNF-as-a-

Service 
(Routers, 
Firewalls) 

vCDN (Content 
Delivery 

Networks) 

vRAN 
(Radio Access 

Network) 
 

vEPC 
(Evolved 

Packet Core) 

Edge 
Compute for 
Smart Cities 

Smart Energy 
Monitoring 

Sample IaaS 
Properties 

Private 
Cloud, 
NFVI 

Edge Compute,  
Low Latency, 

H’ware offload 

Edge 
Compute, 

Low Latency, 
H’ware 
offload 

Private 
Cloud, 
NFVI,  

Low Latency 

Edge 
Compute 

Private 
cloud, 

Public Cloud 

Sample PaaS 
Properties 

High 
Resiliency, 

High 
Security, 

Multi-tenant 
isolation 

Multi-tenant 
isolation, 

Monitoring, 
Dashboarding. 

Multi-tenant 
isolation, 

Monitoring, 
 

High 
Resiliency, 

High security, 
 

Support 
many access 

network 
types, 

devices, 
protocols 

Enable 
collection 

and 
processing of 

sensor 
metering 

Table 1: PaaS and IaaS properties to match the business-oriented use cases within distinct market 
Sectors 

With NGPaaS, both the PaaS ancillary services and the service-oriented workloads (i.e. as consumed 

by an end user) that run on the PaaS, can be decomposed into Reusable Functional Blocks (RFBs). 

RFBs have already been conceptually devised in the EU-funded Superfluidity consortium [13], and in 

NGPaaS we extend this concept, such that the PaaS can also be decomposed into RFBs. These 

constructs will be leveraged as the modular building blocks used to implement any use-case. 

3.2 Telco-Grade Properties 
The terms “Telco-Grade” and “Carrier-Grade” are often used with no clear or consistent definition as 

to the meaning, although they generally refer to high levels of service availability and the ability to 

carry demanding traffic workloads that will often have Service Level Agreements and/or Guarantees 

(SLAs/SLGs1) associated with performance metrics such as availability, throughput, latency, packet 

loss, and so on. In defining the requirements of a “build-to-order” PaaS, it must be stipulated whether 

the underlying IaaS can be based on general purpose compute, or alternatively specialized hardware 

is needed to meet much more demanding “Telco-Grade” workloads and associated Service-Level 

Guarantees (SLGs) such as maximum latency. An example of specialized hardware for such a purpose 

could be the use of Field Programmable Gate Array (FPGA) offload [14]. 

Additional characteristics that could contribute towards making a PaaS “Telco-Grade” (in relation to 

the underlying IaaS/Hardware resources being used) include: 

 Acceleration of packet forwarding can be achieved using specialized, lightweight hypervisors 

such as the MicroVisor platform [15]. This customized hypervisor technology efficiently 

optimizes network and storage I/O. 

 In NGPaaS, the SDN control layer allows for smooth integration of heterogeneous network 

infrastructure and the specific business and orchestration layer for the PaaS. In terms of 

differentiated “Telco-grade” aspects, this would include aspects such as 

                                                           
1 SLAs/SLGs involve contractual obligations of a Service Provider to meet certain levels of service quality, with 
penalties incurred should they fail to do so. 
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access/programmability of FPGA-based acceleration units, and application of policy 

enforcement rules linked to the actual use case. 

Sitting above the infrastructure/hardware layer, NGPaaS proposes to extend in situ PaaS monitoring 

capabilities for the purpose of performance profiling and self-healing. The capture and analysis of 

service-specific data metrics can be used to build a profile, e.g. of a specific VNF, and performance 

profiles can then be tracked to detect changes in behaviour and anomalies. Self-healing uses online 

analytics techniques to analyse the KPIs and identify anomalies, while Machine Learning (ML) 

techniques may be used to filter actual anomalies from noise. 

Some of these “Telco-grade” PaaS features should be considered optional “Value-Add Services” (VAS) 

capabilities as required by specific use cases. In line with the “build-to-order” ethos of NGPaaS, the 

appropriate features are defined as part of customized properties of the PaaS itself, and the service-

oriented workloads that run on top. More will be said on this in Section 4 from a business and market 

perspective. 

3.3 Operational and Maintenance Enhancements 
While it is useful to explain the aim of overlaying “Telco-grade” features into the PaaS domain, another 

objective of NGPaaS is to explore the benefits of adopting certain cloud-oriented operational 

practices. For example, the adoption of microservices in the NGPaaS architecture, opens the door to 

maintenance practices such as partial updates and hot-swapping of components. These methods can 

greatly improve operational stability if executed properly and permit quicker maintenance cycles. Two 

main areas that can be upgraded are the platform services, such as the hypervisor and/or FPGA 

framework, and the application-oriented services that run on the platform. In NGPaaS, we aim to allow 

upgrades of each individual platform, as dictated by the business logic layer, with actual upgrades 

being carried out by live upgrade, rolling upgrade or cold upgrade. 

Another key area is DevOps [16]. While DevOps is adopted in the IT industry to permit closer 

collaboration between development and operational teams inside a single organization, NGPaaS 

extends this “in-house” flow to a wider range of stakeholders. The goal is to apply DevOps practices 

to cross-organizational virtual work-teams, a paradigm we call “Dev-for-Operations”. To support this, 

the NGPaaS architecture provides a customizable Dev-for-Operations layer (Figure 2).  

 

Figure 2: Build-to-Order NGPaaS High-Level Architecture 
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These layer instances can be deployed to allow customizable access to the PaaS where services are 

deployed, with Continuous Integration/Delivery (CI/CD) [17] enabling automatic integration of the 

components after validation tests have been executed. This framework also leverages principles of a 

Multi-Sided Platform [18] in terms of brokered access to custom PaaS instances. The concept of 

“Multi-Sided Platforms” is a key enabler for Dev-for-Operations in NGPaaS [17], as it facilitates 

brokering and mediation of the required business interactions between the players in the NGPaaS 

eco-system; more on these roles and interactions will be explained later in the paper (Section 4- Table 

2). 

3.4 De-Centralised OSS and BSS in the NGPaaS Architecture 
Legacy monolithic platforms have no simple way of interpreting high level business requirements then 

translating them into scalable and distributed resource and service offerings, especially from the 

perspective of Operational Systems Support and Business Systems Support (OSS/BSS). They therefore 

tend to solve all problems by requiring more low-level complexity and lack of flexibility. NGPaaS aims 

to define a new cloud-stack which galvanizes open collaboration between all stakeholders involved in 

network service provisioning (vendors, service providers, etc), thus moving away from a hierarchical 

cloud stack with a fixed set of features, to a modular and distributed stack. Transforming from a ‘one-

size-fits-all’ solution, generates some obvious ramifications for OSS/BSS, mainly that particular 

functions become increasingly de-centralised.  

In the NGPaaS architecture, a two-phased orchestration mechanism arises, whereby the first phase 

deploys the specialized PaaS plus its ancillary services (e.g. “add-ons” like auto-scaling, monitoring, 

etc) to a set of allocated resources, whilst the second phase deploys service-oriented workloads 

onto an already-deployed PaaS (Figure 3). As outlined in detail in Reference [12], the way in which a 

PaaS is instantiated relies on a “PaaS Blueprint” definition of which components are required (i.e. 

the combination of Re-Usable Function Blocks, or “RFBs”) to build, ship and run the PaaS. Once a 

PaaS is built, service requests can be processed, and at a generic level, these can take the guise of 

“Service Blueprints”, typically a combination of RFBs to fit the business requirements of the use case. 

 

Figure 3: NGPaaS Architecture and Key Roles 
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4. Network Operator Perspective of NGPaaS 

4.1 Understanding Architecture, Roles and Stakeholders 
As already explained, NGPaaS is not simply “another type of PaaS, but with extra features”; rather it’s 

a paradigm enabling any PaaSes to be consumed in a built-to-order way, permitting levels of 

integration and customisation, geared towards “Telco-grade” characteristics. The unique “Dev-for-

Operations” layer provides – via Continuous Integration and Deployment (CI/CD) toolkits – the ability 

to prove and on-board new service capabilities in a completely flexible way. In theory, an open mix of 

IT software and applications, plus “Telco-grade” VNFs underpinning next generation converged 

network applications (i.e. Telco, 5G, IoT) are able to co-reside. The left hand side of Figure 3 shows the 

key roles illustrated in the context of NGPaaS architecture, while Table 2 provides examples of which 

type of organisation/stakeholder could be performing such roles. 

Role What do they do in NGPaaS 
Framework? 

Examples 

NGPaaS 
Operator 

Broker/enabler who integrates and glues 
everything together. 
 
Sets up registries for IaaS providers. 
 
Brokers/enables business interactions, 
access controls, etc. 
 
Builds and maintains service and platform 
descriptions (“Blueprints”), and their 
execution workflows. 

Telco/Network Operator. 
 
System Integrator. 
 
Cloud Providers 

Vertical 
Service Provider  
(VSP) 

The direct “consumer” of NGPaaS, will 
leverage customised PaaSes to provide 
services to end users. 
 
Provides business requirements to NGPaaS 
Operator 
 
Aims to provide services to end users, at 
low cost and high flexibility. 

Any service provider (including MVNOs) 
offering wide range of Telco/Mobile services, 
e.g. VNFaaS, XaaS (X=RAN, EPC). 
 
Content providers supplying CDN including 
specialised content like Virtual Reality and 
Augmented Reality VR/AR, Navigation/Mapping 
services, etc. 
 
5G Verticals: Transport, Healthcare, Industry 
4.0, IoT (including energy management & 
services, smart agriculture, smart cities, etc). 

Vendor/Supplier Software supplier: could be components of 
PaaS, VNFs, “value-add” artefacts (e.g. 
monitoring probe).  
 
Will be registered with NGPaaS Operator 
to enable on-boarding and CI/CD via Dev-
for-Operations layer. 

VNF suppliers (established vendors or start-
ups): Telco, Mobile, 5G, Content, IoT. 
 
Open source VNF suppliers: Telco, Mobile, 5G, 
Content, IoT. 
 

Service End User The end user or consumer of the VSP, 
hence no direct interaction or insight into 
NGPaaS. 

Any consumer of Telco, Mobile, Content, 5G 
vertical services (see VSP examples). 

IaaS Provider 
(public, private) 

The provider of IaaS, private or public 
compute. 

Private cloud compute provider. 
 
Private NFVI provider, may leverage specialised 
hardware and/or “tuned” NFVI for maximal 
performance. 
 
Public cloud compute provider. 

Table 2: High-Level View of NGPaaS Roles and Interactions 
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4.2 Specific Use Cases and Business Benefits 
From Table 2, it is evident that a large network operator with multiple business units and divisions 

could potentially play more than one role in an NGPaaS framework (e.g. distinct business divisions 

could theoretically be involved as an NGPaaS Operator, a VSP, and an IaaS provider, respectively), 

although in practical terms, this would be use-case dependent. We will outline a simple service 

scenario called “VNF-as-a-Service” (VNFaaS) as a means to explore business opportunities and benefits 

of NGPaaS. This variant is based on the general use case of the same name proposed in the ETSI 

standard document covering a range of candidate NFV use cases [19]. 

Figure 4 shows how a VNFaaS provider hosts VNFs on behalf of a Vertical Service Provider (VSP). These 

could be hosted routers or firewalls (i.e. customer premise equipment), which the VSP configures to 

the needs of the services he provides to his end users, for example business VPNs, Internet access, 

etc. The VNFaaS provider hosts the VNFs on behalf of the VSP, meaning the VSP does not need to ship 

hardware to the premises of his end customer. Note- In this model, the VNFaaS provider could be a 

larger-scale network operator offering services on a wholesale basis to smaller-scale communication 

service providers. 

 

Figure 4: VNF-as-a-Service Simplified Model 

In a “traditional” business model, the VNFs made available to the VSPs by the VNFaaS provider (actual 

function type and preferred supplier of that function), will be driven by the requirements of the VSPs, 

but will be realised and on-boarded by the VNFaaS provider. As depicted in Figure 5(a), this will 

typically be achieved through necessary business interactions with VNF suppliers, as well a fairly time-

consuming approach to testing whereby vendor and operator test activities are carried out in a 

disjointed way in separate test environments [17]. 

In an “NGPaaS” business model, at the request of the VSP who requires a particular VNF to be on-

boarded, the NGPaaS operator could provide the representative test environment for this purpose. 

As well as setting up the necessary registrations and accreditations, the custom “test PaaS instance” 

will be instantiated on-demand using the Dev-for-Operations mechanism, allowing the vendor’s VNF 

to be on-boarded. This will reduce the number of overall steps in the process, and so accelerate time-

to-market for new services, as shown in Figure 5(b). It is worth stressing that as well as a reduced 

number of discrete steps, the actual “time-to-test/on-board” should be much reduced with NGPaaS 

due to the adoption of CI/CD processes and vendors being granted direct access to the eventual 

“execution environment” where their VNFs will be run [17].  
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Figure 5: On-Boarding VNFs for “VNF-as-a-Service” (a) Traditional Model (b) Potential NGPaaS Model 

The net result of the new and much simplified approach afforded by NGPaaS is further illustrated in 

Figure 6. This shows how a pre-existing baseline “VNF App Store” catalogue can be supplemented and 

expanded by allowing much more flexible and agile interactions with preferred vendors (originating 

from the selective requirements of specific Vertical Service Providers), thus resulting in a more diverse 

and richer set of capabilities than would be afforded with traditional business models. This simple 

depiction does not attempt to capture further levels of granularity such as how VNFs are pre-staged 

for running in different runtime environments, essentially meaning differently formatted variants of 

the same VNF can exist in the app store. Some VNFs could be “traditional”, i.e. built on Virtual 

Machines (VMs) running on a hypervisor, whereas other VNFs may be “cloud native”, for example 

built as Containers running on a Docker runtime engine [20]. 

 

Figure 6: VNFaaS App Store with Traditional Model (top) and NGPaaS Model (Bottom) 

An interesting consideration arises in the precise role of the NGPaaS operator in this business scenario. 

Does the NGPaaS provider act as both VNFaaS provider and platform enabler/broker for the Vertical 

VSP requires 
new VNF from 
vendor “X” for 

end user

VSP requests 
new VNF from 

VNFaaS
provider

VNFaaS
provider 

engages with 
vendor “X” to 
on-board new 

VNF

VNFaaS
provider adds 

VNF “X” to app 
store catalogue

VSP consumes 
newly added 

VNF “X”

VSP requires 
new VNF from 
vendor “X” for 

end user

VSP requests 
on-board of 
new vendor 

“X” VNF from 
NGPaaS
operator

NGPaaS
operator  

triggers dev-
for-operations, 

test PaaS, 
CI/CD etc

(b)

(a)

Vendor “X” 
testing of 

VNF

VNFaaS
provider 
testing 
of VNF

Vendor “X” on-
boards new 
VNF on test 
PaaS, using 

dev-for-
operations

New VNF “X” is 
added to app 

store catalogue

VSP consumes 
newly added 

VNF “X”

Time to test/on-board

Time to test/on-board

Different 
test locations



                                    

                                                                                                                                                                       

10 
 

Service Provider to on-board their own VNFs, or, solely as the platform enabler/broker in the eco-

system? Both models are feasible and can co-exist according to the commercial interests of the 

stakeholders. From a network operator perspective, monetisation of new services and capabilities 

must be traded off against running costs and operational complexity and these factors will drive which 

model is adopted in order to hit a commercial “sweet spot”. It can certainly be envisaged that the 

direct customers of the NGPaaS operator (i.e. Vertical Service Providers) will most likely have a diverse 

range of requirements. At one extreme, some VSPs will want to keep things simple and consume only 

pre-determined VNFs (i.e. in terms of function type and vendor), whilst at the other extreme some 

VSPs will embrace a more sophisticated business model that demands complete freedom to on-board 

their “own” choice of vendor VNFs. 

4.3 What Could an NGPaaS Marketplace Look Like? 
Extending beyond the relatively simple “VNFaaS” use case described above, the market considerations 

and opportunities for NGPaaS have the potential to become much more extensive and widespread. 

Figure 7 depicts how the NGPaaS operator may elect to support business scenarios and use cases from 

a range of business verticals, combining functions and capabilities in “NGPaaS Marketplace” 

catalogues which are ready-to-use on a customised PaaS, while enabling rapid on-boarding of vendor 

VNFs as preferred by Vertical Service Providers. The graphic also includes the concept of “Value Added 

Service” (VAS) capabilities which will be additional (optional) service attributes and artefacts either 

made available with the custom PaaS (e.g. probes for monitoring, software objects for logging, etc), 

or introduced and on-boarded at the request of the VSP to run within the platform. 

As described earlier, if the Virtualised Network Functions (VNFs) and Value Added Services (VASs) are 

considered generically as Re-usable Function Blocks (RFBs), the VSP can flexibly define distinct service 

blueprints to model the required combination of RFBs to make a complete service capability. One 

example could be VNF1 (a virtualised router) connected to VNF2 (a virtualised firewall) combined with 

VAS2 (a “monitoring probe”), all of which come from the “VNFaaS” app store within the “Fixed Telco” 

domain of the NGPaaS Marketplace. A separate example could be VNF1 (a virtualised 5G Radio Access 

Network- RAN) connected with VNF2 (a virtualised 5G User Plane Function- UPF) combined with VAS1 

(a “logging probe”) and VAS2 (a “slice monitor”), all of which come from the “XaaS” app store within 

the “Mobile/5G” domain of the NGPaaS Marketplace. 

 

Figure 7: Conceptual Overview of NGPaaS Marketplace Covering Vertical Industries 
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It is evident that major network operators who already have a stake in some or all of the vertical 

industries shown in Figure 7, should, in principle, be very well-placed to take advantage of a concept 

like NGPaaS. An organisation who aims to play the role of “NGPaaS Operator” could offer and enable 

customised PaaS instantiations integrated for a range of Vertical Service Providers across multiple 

industries (E.g. Telco Fixed, Mobile, 5G, IoT), the characteristics of which will determine the specific 

features of the customised PaaS and the services instantiated on it. It is the VSPs within the vertical 

markets who will essentially dictate whether the baseline “App store” of VNFs and VAS artefacts are 

adequate to meet their needs: what is suitable for “Day 1” business requirements can easily change 

and evolve, hence the need for supplementary and “self-provided” VNFs/VAS objects.  

 

5. Closing Remarks and Remaining Challenges 
This paper has outlined the scope and ambition of the NGPaaS research project, including some of the 

key technology innovations being explored. The commercial and business opportunities of NGPaaS 

are manifold, however there is likely to be no single model for how network operators, service 

providers, vendors, cloud providers, etc, will interact to develop and offer services to end users. These 

commercial interactions will be very much driven by the business scenarios and use cases. 

While the promise of the NGPaaS paradigm exists “on paper”, certain technical challenges must be 

addressed, especially in terms of validating the key candidate business scenarios and use cases against 

the proposed architecture. Throughout the course of 2018/19, the project will develop a number of 

Proof-of-Concept testbeds to demonstrate some of the key facets of NGPaaS. This should in turn help 

to further inform the commercial positioning of such an endeavour. Further proof-points beyond the 

scope of early pilots will include how the various players and stakeholders collaborate and interact in 

the NGPaaS eco-system, the way in which services will be monetised, and business-critical operational 

challenges such as fault resolution and security. 
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